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ABSTRACT

We presernt a probabilistic model-based framework for dis-
tributed learning that takesinto accourt privacy restrictions
and is applicable to scenarioswhere the dierent sites have
diverse, possibly overlapping subsetsof features. Our frame-
work decouplesdata privacy issuesfrom knowledge integra-
tion issues by requiring the individual sites to share only
privacy-safe probabilistic models of the local data, which are
then integrated to obtain a global probabilistic model based
on the union of the features available at all the sites. We
provide a mathematical formulation of the model integration
problem using the maximum likelihood and maximum en-
tropy principles and describe iterativ e algorithms that are
guaranteed to convergeto the optimal solution. For certain
commonly occurring special casesinvolving hierarchically or-
dered feature sets or conditional independence, we obtain
closed form solutions and use these to propose an e cien t
alternativ e scheme by recursive decomposition of the model
integration problem. To addressinterpretabilit y concerns,we
alsopresert a modi ed formulation where the global model is
assumedto belongto a specied parametric family. Finally,
to highlight the generality of our framework, we provide em-
pirical results for various learning tasks such asclustering and
classi cation on dierent kinds of datasets consisting of con-
tin uous vector, categorical and directional attributes. The
results show that high quality global models can be obtained
without much loss of privacy.
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1. INTRODUCTION

Recert advancesin data acquisition technology have re-
sulted in the creation of large distributed repositories. How-
ever, extracting useful knowledge from such repositories is of-
ten challenging due to real-world constraints stemming from
priv acy, proprietary , computational or communication issues.
Such restrictions may prevent one from

directly integrating the distributed data into a single dataset
at a certral site. This hasled to the emergenceof distributed
data mining techniques [10, 19] that extract high quality in-
formation from distributed sourceswith limited interactions
among the data sites. In particular, rising concernson in-
formational privacy have resulted in an increased focus on
priv acy-preserving distributed data mining techniques[14, 6,
20]. Most of these techniques are applicable only to scenar-
ios where the data is either vertically partitione d (dieren t
sites contain dierent attributes/ features of a common set
of records/objects) or horizontally partitione d (objects are
distributed amongst di erent sites, but have the same set of
features). In real life, however, there are a number of more
complex situations where the di erent sites contain overlap-
ping sets of objects and features, i.e., the data is neither
vertically nor horizontally partitioned.

In this paper, we focus on privacy-preserving learning in
a distributed settingl where the di erent sites have diverse,
possibly overlapping sets of features, and also need not share
objects®>. The prototypical application scenario is one in
which there are multiple collaborating parties with con den-
tial databasesof di eren t, possibly overlapping schemas. The
objective is to characterize the entire data using a suitable
represertation so that learning tasks such as clustering and
classi cation can bereadily performed. For example, the col-
laborating parties could be a group of medical researders,
ead owning a databaseof clinical results. The collective goal
in this caseisto nd patterns and correlations among the var-
ious clinical conditions, without compromising the privacy of
the patients. The symptoms (features) of the patients (ob-
jects) need not be the samefor all the researders. Figure 1
depicts a possible scenario with three collaborating parties,
ead with data on a dierent pair of symptoms.

Our formulation of the distributed learning problem as-
sumes that there exists a (unknown) meaningful, underly-
ing distribution that captures the information content in the

!Note that horizontal partitioning is a special case of this
setting.

20Objects owned by di eren t sites are treated asdierent ob-
jects, which could result in loss of information in case of
overlapping objects.



dierent data sources. The individual data sourcesprovide
only partial views that needto be e ectiv ely integrated in or-
der to reconstruct the original underlying distribution. Our
rst attempt [16] to addressthis problem involved dividing
the learning processinto two sub-tasks:(a) learning privacy-
safe models from the local data, and (b) combining the local
models e ectiv ely to obtain an appropriate \global" model.
We also proposed a de nition of privacy based on informa-
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Figure 1: Distributed
ping sets of features.

learning scenario with overlap-

tion theoretic ideasin order to formalize the rst sub-task.
This de nition e ectiv ely captures the non-uniform privacy
requirements in most real scenariosand is also applicable to
the general setting where the distributed sites have varying
schemas. However, the model integration approach in [16] is
applicable only for horizontally partitioned data, wherein all
the local and global models correspond to probabilit y distri-
butions on the same domain.

In this paper, we substantially extend our previous work
and make three new contributions.

(i) Using the maximum-lik elihood principle and the relation
between data log-likelihood and cross entropy, we for-
mulate the problem of combining probabilistic models
basedon di eren t setsof features in order to obtain an
appropriate joint model. We consider two cases| one
in which there are no constraints on the joint model,
which is more relevant for discrete domains, and the
other in which the joint model is assumedto belong to
a particular parametric family.

(i) We presert algorithms to solve the model integration
problem for both the unconstrained and the constrained
cases. For discrete domains, we transform the uncon-
strained model integration problem into a KL-div ergence
projection problem and show that it can be e cien tly
solved using iterativ e algorithms. We also demonstrate
that the constrained model integration problem is equiv-
alent to optimizing the log-likelihood of data gener-
ated from the available models and addressthis prob-
lem by generating arti cial samplesusing Monte Carlo
Markov Chain (MCMC) techniques and then tting a
joint model of the desired parametric form using an
EM-based algorithm.

(i)  For certain commonly occurring scenariosinvolving con-
ditional independenceor hierarchically ordered feature
sets, we provide closedform solutions to the model in-
tegration problem and use these to propose e cien t
alternativ es using recursive decomposition.

Our model integration approach extends the privacy pre-
serving framework proposedin [16] to a large class of learn-
ing tasks that include classi cation, clustering and semi su-
pervised learning, and to more general scenarios involving
distributed sites with diverseschemas. The framework is ap-
plicable to a wide range of data types (both discrete and
contin uous) and only requires the individual sitesto provide
probabilistic models of the local data.

The rest of the paper is organized as follows. Section 2
contains a formal de nition of the model integration prob-
lem. Sections3 and 4 describe solutions to the unconstrained
and the constrained model integration problems respectively.
Section 5 describes a recursive scheme for model integration
and preserts closed form solutions for certain special sce-
narios. Section 6 contains experimental results. We presert
related work in Section 7 and conclude in Section 8.

Notation:  Sets such as fxi; ;XnQ are enumerated as
fxigt, and anindex i running over the setf1; ;ng is de-
noted by [i]7. Matrices are denoted using upper caseletters
e.g., A, whereasthe lower caseletters a,, denote the matrix
elemerts, and the bold lower caseletters, ay;a; denote the
column and row vectors. Transposeof a matrix A is denoted
by AT. Feature setsare denoted by F with appropriate sub-
scripts and feature vectors are denoted by the corresponding
bold lower caseletters. Probabilit y distributions of models
are denoted by p with the model name as the subscript, e.g.,
p () and the marginal densities corresponding to the feature
setF areidentied with a superscript, e.g.,p" .

2. PROBLEM FORMULATION

Our main objective is to addressthe distributed learning
problem for scenarioswhere there are no restrictions on the
features available at the various sites and the di erent sites
need not share objects. We rst consider privacy issues.

2.1 Privacylssues

There are two main notions of privacy in the existing lit-
erature that are applicable to distributed learning scenarios.
The rst is basedon a secure multi-part y computation [21]
point of view where a computation is considered secure if
ead collaborating party learns nothing beyond its own input
and the nal result of the computation. The second notion
characterizes the privacy of a computation in terms of the
uncertainty [1, 16] in recovering the input from the result.

In this paper, we adopt an uncertainty-based de nition of
privacy sinceit takesinto accourt the information disclosed
by the nal result. In particular, our framework is basedon
an information-theoretic de nition of privacy [16] where the
privacy (X; ) of adataset X with respectto a probabilistic
model is quanti ed in terms of the likelihood of predicting
X from the model, i.e.,

(X )=(p (X) ™ 1)

Using this notion of privacy, it is possible to develop dis-
tributed learning techniques based on combining probabilis-
tic models that satisfy the desired privacy constraints. The
chief bene ts of this approach are that it is scalablefor large
datasets, does not require the assumption of non-colluding
parties, and permits the individual parties to have varying
privacy requirements. Moreover, it allows the collaborating
parties to use proprietary domain knowledge and algorithms
in the local learning process.



2.2 Model Integration Problem

We divide the distributed learning problem into two sub-
problems -(i) learning probabilistic models from the local
data while adhering to information-theoretic privacy con-
straints, and (ii) integrating the local models e ectiv ely to
obtain an appropriate \global® model. This separation of
privacy and integration issuesalso allows the individual par-
ties to use their own means of sanitizing the local models
during the local learning process,e.g., stripping of unique
ids. In the current work, we mainly focus on the model in-
tegration problem assuming the availability of privacy-safe
models.

Let fX g, be n datasets with feature sets fF igi-; and
corresponding feature vectorsffig.; suchthat jXij = mj; [i]].
Let f g, bethe local models obtained from these datasets
such that the probability distributions fp ;gi; closely ap-
proximate the true distributions on the corresponding datasets
aswell assatisfy the local privacy constraints, i.e., (Xi; i)

i; [i]{ wheref g, are the desired privacy levels for the
local models®. The model integration problem involves com-
bining the local models f igl; to obtain a \good" global
complete model corresponding to a joint probabilit y distri-
bution on the union of all the features, i.e., F¢ = i":l Fi.
For example, in Figure 1, there are three collaborating par-
ties with feature setsF; = fA;Bg, F2 = fB;Cg, and F3 =
fA; Cg respectively and the goal is to obtain a joint model
on the feature set Fc = fA; B;Cg. The above formulation
encompasses number of common distributed learning tasks.
For example, when all the sites share a class attribute, the
distributed classi cation problem can be posedin terms of
learning a joint density on the classlabels and all the avail-
able features. Similarly, the distributed clustering task can
be formulated in terms of learning a joint mixture density on
all the features. Semi-supervised classi cation and Bayesian
network learning are other examples of learning problems
that can be posedin terms of the above formulation.

To concretely formulate the model integration problem,
we needto rst quantify the quality of the global model. In
the absenceof any privacy constraints, one could possibly
pool all the distributed data and obtain a complete model
using the maximum likelihood principle. The quality of any
given complete model . can then be measured using the
data likelihood or log-likelihood, i.e.,

n

Qor( )= logp .(Xi) @
i=1

Sincea complete model is de ned on the feature setF ¢, which
is the union of the local feature sets fF igi-; , the data like-
lihoods p .(Xi); [i]? are in fact the incomplete likelihoods
obtained by assumingthe unavailable feature values as miss-
ing data. Now, using the well known relation between log-
likelihood and cross entropy [4], it can be shown that the
incomplete data log-likelihood with respect to a complete
model is linearly related to the KL-div ergenceor the rela-
tive entropy of true distribution on X with respect to the
corresponding marginal distribution of the complete model.

Lemma 1 Let X = fx;g; be a datasetwith feature set F
such that px corresmpnds to the distribution on X and let

3The phrases 'probabilit y density' and 'probabilit y distribu-
tions' are usedinterchangeably to mean either the probabilit y
density function (in caseof contin uous distributions) or the
probabilit y massfunction (in caseof discrete distributions).

p . be any probability distribution de ned on a feature set F¢
suchthat F  F.. Then,

1 .
logp (X) = KL(pxjip".) + H(px)
where pFC is the marginal distribution of p . on F.

In the above relation, the entropy term is independert of
the probability density p .. Therefore, maximizing the av-
erage data likelihood is equivalent to minimizing the KL-
divergencebetweenthe data distribution px and the appro-
priate marginal density, i.e., the maximum likelihood prin-
ciple corresponds to a minimum KL-div ergence principle.
Sincethe local modelsf igi.; are obtained from the datasets
fXigl, , the corresponding probabilit y distributions can be
assumedto be reasonable approximations of the true dis-
tributions on the datasets. Therefore, using Lemma 1, we
de ne the quality cost of the global model to be

n

Cki( )= iKL(p jip")); (3)
i=1
where a lower cost indicates a better model and the weights
P = n”“m, ; [i]1 are normalized to sumto 1. Note that due
i=1 !

to the privacy constraints, the local models will not exactly
correspond to the true distribution on the datasets fX g/,
but Ck . is a good choice for the cost function since we only
have accessto the local models and not the original data.
With Ck . asthe quality measure,the problem of nding

the optimal global model essetially involves minimizing the
KL-div ergencebetweenthe local models and the appropriate
marginal density induced by the global model. Since KL-
divergenceis strictly convex in both its arguments [4], and
the marginal densities are linear functions of the complete
density function, the overall quality cost function, which is a
composition of the two functions, is convex in the complete
density p ., but not strictly so. Therefore, the quality cost
has a unique minimum value, but there could be multiple
models corresponding to the sameminimal cost. In order to
chooseone of these models, we invoke the maximum entropy
principle [5], which is equivalent to making \no extra assump-
tions" about the global model. Putting together both the
maximum entropy and the minimum KL-div ergence princi-

ples, we can formally state the Mo del Integration problem
as
,max, HP ) @)
where
M = argmin Ck.(p .); (5)

p 2P (Fc)

and P (F.) is the set of all probabilit y distributions over the
feature set F.. Figure 2 shows a pictorial represenation
of the problem formulation for the distributed scenario of
Figure 1.

Sincethe KL-div ergencecost minimization (5) is a convex
optimization problem, the set of minimizers M is also a con-
vex set. Further, since entropy is strictly convex, the overall
model integration problem has a unique minimizer.

We consider two model integration scenarios| the rst
where we require the optimal estimates of the joint distribu-
tion for eadh elemert in the domain and the secondwhere it
is desirable to have an interpretable global model evenif it is
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learning

lessaccurate than the optimal one. Unlessthe optimal solu-
tion hasa closedform, numerical solution to the exact model
integration problem is feasible only for situations where the
complete feature vector f; takesa nite number of distinct
values. Section 4 addresseghe exact model integration prob-
lem for discrete domains. To addressthe secondscenario, in
Section 5, we formulate and solve a modi ed version of the
original model integration problem (Parametric Model Inte-
gration) where the global model is sought from a specied
parametric family, e.g., mixture of 10 Gaussians.

3. DISCRETE MODEL INTEGRATION

In this section, we transform the model integration prob-
lem for a discrete domain into a projection problem based
on KL-div ergence. Then, we derive properties of this for-
mulation and describe e cien t iterativ e algorithms that are
guaranteed to convergeto the globally optimal solution.

3.1 KL-di vergenceProjection

Let F be any feature setwith corresponding feature vector
f. Let ( F) = ( f) denote the set of all distinct values
taken by the feature vector f. To solve the model integration
problem (4) for a nite discrete domain, we map ead discrete
distribution p 2 P(F), the set of all distributions over F,
to a unigue point in the probability simplex of dimension
d=j( F)j. The basicidea is to enumerate all the elemerts
in ( F) and represert each model with a non-negative
vector p 2 ¢ consisting of the probabilities assaiated with
these elemerts. More precisely, if the elemerts in ( F) are
ordered such that ( F) = fwygl.; , then the mapping from
the probabilistic model to p is given by

pe = p (= wy); KIS (6)

Hence, kpki = 9., p (f = wy) = 1.

Using the above represertation, every complete distribu-
tion p . 2 P(F.) mapsto a unique vector p in the dc-simplex
where dc = j ( F¢)j. Further, the marginal densities induced
on any subset of features F can be shown to be linear pro-
jections of the original complete density on appropriate sub-
spaces. Let ch be the marginal density induced by the com-
plete density p . on the feature set F Fc. Let f be the
feature vector corresponding to the complemert feature set
F=FcnF. Then, p" (fF=w)= ., ¢p.(f=wf=

w), or in other words, ch is obtained by partitioning the
set ( F¢) into j( F)j groups, one for eath value of f, and
summing up the probabilities assaiated with ead group.
The marginal density pFC, therefore, corresponds to a d di-
mensional vector AF p where AF isthe d d. membership
matrix consisting of entries in f0;1g with d = j( F)j and
dc = j ( F¢)j respectively. Since each elemert in the original
domain ( F¢) (represerted by columns) is included within a
single elemert of ( F) (represerted by the rows), eac col-
umn in AT will have exactly one row entry equal to 1 and
the rest equal to 0.

Let g; 2 di g = i C FDj; [i1? correspond to the local
models p ; in the new represertation. Then, the quality
cost in the KL-div ergenceminimization problem (5) can be
rewritten as

n n

Cke( )= iKL(p,iiP") = iKL(@ijA™ p); (7)
i=1 i=1

Example. Consider the model integration example shown in

Figure 1 whereF, = fA;Bg;F, = fA;Bg, F3 = fA; Cg and
Fc= >, Fi=fA B;Cg. Let usassumethat the features
A; B;C take two values eacth so that j( F¢)j = 8. Then,
any complete model . over the features (A; B;C) can be
mapped to a unique p 2 &, where

(p . (ar;b;c);p ((a2;br;c1);p o (as; be;co);
p (az;be;ci);p ((ar;bi;c2);p ((az; bi; c2);
p (a1 b;c);p (a2 e o) )T

Similarly, the local models 1; 2; 3 can be mapped to vec-
tors g1;q2; and qs respectively where

p =

1 70 ogqi=(p,(ah);p j(azb);  ip,(abk)’
2 70 2= (p,(bi;ca);p ,(2scr);  5pL(2ice))’
s 70 gs= (po(asc);p g(acr); P (azc))’

The projection matrices for obtaining the marginal density
over F; in this caseis given by

10001000
AFi- 01000100
00100010
00010001

Similarly, we can obtain the matrices A¥2 and AF3. [
Using the linearity property of KL-div ergence,the cost func-
tion in (7) canbesimplied and written asthe KL-div ergence
betweena single discrete distribution g and Ap where q and
A are uniquely determined by the following result.

Prop ositon 1 Let p 2 9 such that kpky = 1 and let
qi; ;Qn be n vectors such that q; 2 fi and jjqgijjx =
1; [i]?. LetAFt;  ;AFn pe non-negative matric es suchthat
AfFiisad dmatrix wherdi = j( Fi)j; de = j( Fe)j and
the sum of each column in each matrix AFi equals 1, i.e.,
kafiky = 1; [v]%; [i]7. Further, let f ig'-; be non-negative
weightssuchthat [, i = 1. Then,

n

iKL(aijiA™ p) = K L(gjjAp)

i=1

JAFD T]T_

Whemq:[lqlT; nQnT]T.A=[1AF1T;



Using the above result, the KL-div ergence minimization in
the model integration problem can be restated as

, dmiknk 1KL(qu'Ap) (8)
p2 ¢ kpki=

whereq 2 9 and A 2 ¢° 9 are determined by Propo-
sition 1. Since (8) involves minimizing a convex function
under the linear constraints p 2 de and kpky = 1, there is
a unique minimum value and the set of minimizers is convex.
The following result shows that the solution setis in fact the

intersection of an ane spacewith the d-simplex.

Prop osition 2 The solution set for the KL projection prob-
lem (8) is given by fp 2 %jAp = g g where q is a
uniquely determined non-negative vector such that kq ki =
1, q = —%; u and AT = 0. Further, whenrank(A) =

utl?

rank([A; q]), then g = q itself.

Proposition 2 provides a closed form for the solution of (8)
for the special caseswhere rank(A) = rank([A; g]) or when
the null spaceof A can be easily characterized. It also simpli-
es the entropy maximization problem, sincethe set of min-
imizers M in (5) is now characterized by linear constraints
p2 9% Ap=q andkpks = 1. When A is a full column
rank matrix (i.e., rank(A) = d.), then there is a unique min-
imizer, i.e., jMj = 1. In general, the entropy maximization

problem is
max H(p): 9)
p2 9% Ap=q ; kpki=l
3.2 lterati ve Algorithms

The KL-div ergence minimization and the entropy max-
imization problems discussed above are both convex opti-
mization problems with linear constraints and can be solved
e cien tly using iterativ e scaling algorithms.

KL-Divergenceminimization

The KL-div ergenceprojection problem (8) has earlier been
studied in the context of positron emission tomography [3,
18]. It is usually solved using the Exp ectation Maximization
Maximum Lik elihood (EMML) algorithm (seeAlgorithm 1),
which is guaranteed to convergeto a global minimizer pg |,
which can then be used to identify the entire solution set
fp2 9%jAp=q = Apg_g. Each iteration of the EMML
algorithm requires a computation time that is linear in the
sizeof p and A (i.e., number of non-zeros).

A more e cien t approach involvesreducing the KL diver-
genceprojection problem to a form solvable by the lterativ e
Re-weighted Least Squares (IRLS) algorithm [9]. The basic
idea is to re ne the solution using Newton-Raphson like ad-
ditiv e updates, which for the KL-div ergencecost function is
givenby p* = p® +  p® where

ATBA p=ATh (10)

where B = [buo] 2 ¢ 9 such that by = o and

o= Owhenu 6 u® [ul¢*;[u9¢" andh 2 9 suchthat hy =
0

- [u]d. Since (10) corresponds to the least squares

hal ;pi’
minimization problem

mi(rg)(B Thh A p")BMB *h A pWy;
p

where only B and h change in ead iteration, the problem
can be solved e cien tly usingthe IRLS algorithm. The com-
putational time of the algorithm is still linear in the size of
p and A (i.e., number of non-zeros), but ead iteration only
requires computational time that is linear in p.

Entropymaximization

The linear constrained entropy maximization problem (9)
has been studied in a number of contexts [3, 5]. It is of-
ten solved using the Multiplicativ e Algebraic Reconstruction
techniqgue (MAR T), which is a cyclic minimization process
(see Algorithm 1) guaranteed to converge to the optimal

distribution for any A 2 9° % andq 2 9 such that
aw L [V andfp2 % jAp =g g6 ;, whichis
the casein (9).

Algorithm 1 Discrete Model Integration
Input: A 2 fo 4 kavky = 1; [v]%; q 2 d° kqky = 1.
Output: p = argmax H(pm)
pm 2M
where M = argmin K L(qjjAp).
p2 Ycikpkyi=l
Metho d:
f KL-div ergence Minimization-EMML g
al. Initialize p 2 fi randomly such that kpk; = 1.
bl. rep eat .
Py Py 4 r?a'-'lv ;qpui ;v]de
until convergence
cl. g Ap

fEntrop y Maximization-MAR Tg

a2. pv exp( (ATzo)y 1); [v]‘iC for some zp 2 ﬁo
b2. rep eat
auy 0
Poob o I [l
until convergence
c2. p p

4. PARAMETRIC MODEL INTEGRATION

In this section, we formulate a constrained version of the
model integration problem, which we call the Parametric
Model Integration problem. Then, we show how this prob-
lem can be e cien tly addressedusing sampling techniques
and the Expectation-Maximization (EM) algorithm.

Our formulation of the parametric model integration prob-
lem is motiv ated by the fact that in real scenarios,it is often
preferable to obtain a solution that is easy to understand
and describe even at the cost of optimalit y. To incorporate
this requirement, we constrain the global model to belong to
a speci ed parametric family G P (F¢), e.g., mixture of k
Gaussians (k < 10). The KL-div ergencecost minimization
problem for this casecan be stated as

min Cri(p o) (11)
where G P(F¢) is the speci ed family of parametric distri-
butions. However, unlik e the unconstrained case,(11) is not
necessarily a convex problem since the optimization is over
the model parameters and the KL-div ergencecost is not al-
ways convex in these parameters. As a result, there are usu-
ally multiple local minima for the KL-div ergenceminimiza-
tion. Moreover, the set of minimizers may not be a convex
set, which makesit more dicult to solve the entropy max-
imization problem. To make the constrained model integra-



tion problem tractable, we assumethat the parametric family
G is chosenso that there is a unique minimizer for the KL-
divergene optimization problem, which eliminates the need
for solving the maximum entropy problem. However, in gen-
eral, (11) is itself a dicult problem to solve and it is only
possible to obtain the local minimizers since Cx . is not al-
ways a convex function of the parameters and G need not
be a convex set. A direct solution of (11) using regular
optimization techniques such as gradient descern, Newton-
Raphson's method, etc., is computationally infeasible when
the local models correspond to contin uous probabilit y dis-
tributions since only the parameters of the local models are
available at the integration. Therefore, we posean approxi-
mate version of the model integration problem by generating
articial samples from the local models. The main idea is
to approximate the KL-div ergencewith respect to the local
models in terms of the likelihood of the generated data.

Let the datasetsf Xigi-; beobtained by sampling from the
local modelsf gL, . When the dataset sizesm; = jXij; [i]1
are large (tend to 1 ), then the distribution on the datasets
fXgl, is identical to the corresponding local model distri-
butions. Therefore, from Lemma 1, it follows that for large
sample sizes, the average log-likelihood of ead dataset X;
with respect to any probabilistic model . 2 Gis linearly re-
lated to the KL-div ergencebetweenthe corresponding ; and
the appropriate marginal density of .. More speci cally,

Jim log(p (X)) = H(p ) KL(p ip"): [0: (12

where H(p ;) is the entropy of the local model ;, which
is independert of .. Hence, maximizing the log-likelihoods
of the datasets f XigL, is equivalent to minimizing the KL-
divergencewith respect to the corresponding local models.
This obsenation enablesus to posethe constrained model
integration problem (11) asa maximum likelihood parameter
estimation problem, which can then be conveniertly solved
using an Exp ectation-Maximization (EM) algorithm.

Algorithm 2 shows the main stepsin the process,i.e., gen-
erating arti cial datasets from the local models and learn-
ing the maximum likelihood parametric model based on the
combination of these datasets. Since the local models are
basedon a smaller set of features than the global model, the
unavailable feature values are modeled as missing and are
re-estimated during the E-step of the algorithm.

The global model £ resulting from the EM algorithm is a
local minimizer of the approximate problem and not neces-
sarily the same as the optimal solution of (11). However, it
is guaranteed to asymptotically convergeto a locally optimal
solution asthe sizeof X; goesto 1 . In practice, one can use
multiple runs of the EM algorithm and pick the best solution
among these so that the obtained model is reasonably close
to the globally optimal model.

5. RECURSIVE DECOMPOSITION

In this section, we rst describe an alternate scheme for
solving the model integration problem by recursively decom-
posing it into smaller sub-problems. Then, we presert closed
form solutions for certain special distributed learning sce-
narios, which can be incorporated into the recursive scheme
to ecien tly solve the model integration problem for more
general scenarios.

Algorithm 2 Parametric Model Integration

Input:  Set of modelsf jgl_; with weights f jg'; summing to 1,
Parametric family G, Global sample size mc.

Output: a' argmin L, iKL(p ijij;)
¢2G
Metho d:
1. Generate Xj; [i]] from the local models ;; [i]{ using MCMC
sampling such that jXij = ime; [il].
2. Let Xt = i”=1 Xi. Apply EM algorithm to obtain the opti-
mal model 2 such that

& = argmax log(p . (Xc)):
¢ 2G

5.1 DecompositionStrategy

Solving the model integration problem (8) can be compu-
tationally expensive when j ( F¢)j is large since the size of
A and p dependson j( F¢)j. However, it is possibleto re-
duce these computational costs when some of the features
can be assumedto be independert or conditionally indepen-
dent given some other features based on domain knowledge
or the available local models. The key idea s that the original
model integration problem (8) can be recursively split into
smaller model integration problems with closed form solu-
tions. This recursive decomposition processis more e cien t
than a direct solution sinceit only estimates the independert
parameters required to determine the complete model, which
is usually much lessthan j ( F¢))j.

The recursive decomposition procedureis basedon the fol-
lowing result that expressthe optimal solution to the model
integration problem in terms of the solutions to smaller prob-
lems on subsets of features.

Prop osition 3 Let Fa;Fa be complementary subsetsof F¢,
i.e., Fa= FcnFa. LetFia = Fi Fa;Fia = Fi  Falilt.
Let p,;pa be the optimal solutions for the model integra-
tion problemshbasal on the local marginal densitiespriia 01
andpriia o=, respectively with f gL, asthe model weights.
Further, let p,;,(fajfa) be the optimal solution to the model
integration problem involving the conditional densities

fp" = (fajfa)g-y with model weightsgivenby % = ipF= (fi);
[i17. The solution to the original model integration problem
(4) is given by

@ p . (fc) = pa(fa)pa(fa) whenF, and F, are independent.

(b) p . (fc) = Pa(fa)paja(faifa) when Fa and Fa are not in-
dependent.

The above result outlines a method for reducing the orig-
inal model integration problem of size ( F¢) into smaller
problems of sizes ( Fa) and ( Fa). When the desired global
model exhibits conditional independence,a recursive scheme
with judicious choice of F, and F, at ead stage can result
in an e cien t solution. For example, when the local mod-
els all correspond to naive Bayes classi ers with the same
classattribute, but possibly di erent data attributes, invok-
ing Proposition 3(b) with F, asthe classattribute and F, as
the remaining attributes enablesus to decomposethe overall
model integration problem into that of integrating the class
priors and the classconditional densities for each class. Fur-
ther, using the naive Bayesassumption and Proposition 3(a),
the optimal conditional density for each classis identical to



the product of the optimal densities of the individual at-
tribute given the class.

Algorithm 3in [15] shows a recursive decomposition scheme
for model integration. If a given problem has a closed form
solution, then the optimal model is computed directly. Oth-
erwise, we look for subsetsF, and F4 that are independert of
eath other and when such independert splits are available,
we invoke Proposition 3(a) to split the model integration
problem. When there are no independernt splits, we choose
any split F, and Fa, preferring those in which one of the
subsetscan be further split into independert setsand invoke
Proposition 3(b).

5.2 ClosedForm solutions

We now describe some special scenariosthat admit closed
form solutions for the model integration problem.

Identicalanddisjointfeature sets

First, we consider two simple base scenarios corresponding
to identical and disjoint feature sets respectively. In caseof
identical feature sets(i.e., horizontally partitioned data), the
complete feature set Fc = Fi;[i]f and the optimal solution
to the model integration problem (4) is given by [16]

inzl ip; (fc) .
i=1 |
In caseof disjoint feature sets, the complete feature setF. =
", FiwhereFi, Fi, =;; [i1]1;[i2]1;i1 6 i2. Sincethere
is no overlap of features, none of the local models show de-
pendencebetweenany pair of feature sets. Hence, a repeated
application of Proposition 3(a) shows that the optimal solu-
tion is just the product distribution, i.e.,

p.(fe) = (13)

p.(fe)= p,(f): (14)

i=1
Hierarchy of featuie sets

We now look at scenarioswhere the feature setsof the collab-
orating parties can beorganizedin a certain hierarchical fash-
ion. First, considera at tree (depth =1) con guration where
the feature setsof all the parties have a common overlapping
feature set Fo corresponding to the root node. The feature
setsof the individual parties are assignedto the leaf nodes of
this tree. In order to solve the model integration problem for
this setting, we rst split it into sub-problems corresponding
to the complemertary setsFo and Fo = F¢ nFo by invok-
ing Proposition 3(b). The sub-problems corresponding to Fo
and Fo can then be directly addressedusing the closedform
solutions for identical and disjoint feature sets respectively
as shown in the following lemma.

Lemma 2 In problem (4), when every pair of collaborat-
ing parties have a common set of overlapping features, i.e.,
Fi1 Fiz = Fo; [il]E;[iz]E;il 6 i, and Fio = Fi nFg; [I]T
Then, the optimal solution to (4) is given by

P (f) "

P o) = pFiio(fioij)

For the general case, we adopt the following procedure to
construct the tree. First, the feature set of ead collabo-
rating party is assignedto a leaf node and for every pair of

nodes, an intermediate node corresponding to the features
shared between the two nodes is created such that eac in-
termediate node corresponds to a unique set of features (i.e.,
no repetition). All the nodes are then arranged in the form
of a tree such that for eac node, all the nodes corresponding
to supersetsof the node are contained in the sub-tree under
that node. In general, such an arrangemert results in some
nodes lying under multiple sub-trees asin Figure 3(a), i.e.,
there are cyclesin the tree. However, for situations where the
feature setscan be arranged asatree without cyclesasin Fig-
ure 3(b), the feature sets are consideredto be hierarchically
ordered and the unconstrained model integration problem
(4) admits a closed form solution. Note that we have not
made any independence assumptions in this setting. More

- )
(@ N ® N

i o > D
G G o

Figure 3: Figures (a) and (b) show examples of sce-
narios that can and cannot be arranged in a hierar-
chical fashion. The shaded nodes are the leaf nodes
and the rest are intermediate ones.

formally, let F(N) represern the feature set corresponding
to any node N. Let C(N) denotes the number of imme-
diate children of N and fN¢, g-{}') be the children. Then,
the nodes in the tree satisfy F(N) = <) F(N¢,) and
F(Ne,,) F(Ne,)=F(N); [kalf ™5 kalf ™ ks 6 ke

To addressthis general scenario, we observe that Lemma 2
enablesus to combine the child node distributions to obtain
the optimal distribution over the union of the feature sets
of all the children. Hence, the optimal distribution over all
the feature sets in the tree can be obtained by computing
the optimal solution at each sub-tree in a bottom-up fashion
using repeated invocations of Lemma 2.

6. EXPERIMENTAL RESULTS

In this section, we provide empirical evidence that high
quality global models can be obtained without much loss of
privacy using our model integration approach for both dis-
crete and continuous data. We presert results on arti cial
and real datasets that show how various factors such as fea-
ture correlation and privacy of local models a ect the quality
of the global model obtained through our method.

6.1 Datasets

For our experiments, we usedboth arti cial and real datasets
consisting of continuous vector, discrete and high dimen-
sional directional attributes. Table 1 shows details of the
datasets. The main purp oseof the arti cial datasets was to
facilitate comparison of the global model quality with the
true generative model and to study the e ect of correlation
between features on the e ectiv enessof our approach. In
order to achieve this, we generated v e Gaussian datasets
from mixtures of 15 spherical Gaussians. To ensure that
the datasets had increasing degreesof correlation between
the features, the mixture certers for eacd dataset were ob-
tained by sampling from a Gaussian with the same mean,



but varying covariance matrices (increasing o -diagonal el-
emerts). The average absolute pairwise correlation values
between features for the v e datasets are 0:0295, 0:0869,
0:1374, 0:2447, 0:4171 respectively. We also used two real
datasets | Mini-20Newsgroup (subset of the 20 Newsgioup
dataset [13]) consisting of high dimensional directional text
data, and Dermatology (from UCI) consisting of clinical trial
results. The datasets can be downloaded from

http://lans.ece.utexas.edu/ srujana/mr/ .

6.2 Evaluation Methodology

For eath experiment, the relevant dataset was partitioned
at random among the various sites. The features were also
partitioned so that ead site has accessto only some fea-
tures. In case of classication, we hold out a test set and
partition only the training set among the sites. Depending
on the learning task, we built parametric models from the
local data using appropriate EM algorithms or direct maxi-
mum likelihood estimation (MLE) methods. For contin uous
data, the local models were used to generate arti cial sam-
ples, which were then used to learn the global model. For
discrete data, the local models were directly used to obtain
the global model by solving the appropriate KL-pro jection
problem (8). We also trained a certralized model by pooling
data from all the sites.

For each experiment, we computed the privacy of the local
models as well as the quality of the global, certralized and
the various local models. For clustering tasks, the quality
was quanti ed using normalized mutual information (NMI)
and for classi cation, it wasquanti ed using misclassi cation
error (ME). In caseof articial data, KL-div ergence (KL)
with respect to the true model was also computed. Further,
results were averaged over multiple runs of the experiments
performed using either dierent sets of features or dierent
datasets in the caseof articial data. Table 2 shows details
of the learning algorithms and performance metrics.

6.3 Resultson arti cial data

First, we performed controlled experiments on the arti -
cial datasets to analyze the behavior of our algorithms for
both discrete and parametric model integration. For a fair
comparison, the local models were assumedto have the same
form asthe global and certralized model and the number of
arti cial samplesused for learning the global model (global
sample size) was chosen to equal the combined size of all
the local datasets. Keeping all other factors unchanged, we
studied how the quality of the global solution varies with re-
spect to feature correlation, number of overlapping features,
privacy of the local models and the global sample size. The
results of our experiments are discussedbelow.

Quality of the global model. Figure 4 shows the quality
of the various models for the Gaussiandata. In all the cases,
the quality of the global model is better than that of the local
models and is closerto that of the centralized model.

Quality vs. feature correlation. Figure 4 also shows the
variation of the quality of the various modelswith the correla-
tion betweenthe features and the number of overlapping fea-
tures. We obserwe that the di erence betweenthe global and
the local models is more signi cant when the averagefeature
correlation is low and there is lessoverlap between features
sincein this case,the combined information in the local mod-

0.65

o o
ERE

0.6

- 0.6
- 05

0.55

0.4 0.5

. 0.4 o 0.2 0.4 o 0.2 0.4
Feature correlation Feature correlation Feature correlation

o
=

Normalized mutual information
o o o
N

o
o
N

=)

w
a
"
N
o
o
N

BONON W
o S a &
"
o

KL-divergence
5

o o

0 0.2 0.4 o 0.2 0.4 o 02 0.4
Feature correlation Feature correlation Feature correlation
Global: o, Centralized: x, Avg-Local: +

Figure 4: Qualit y vs. avg. feature correlation for
A-Gaussian #clusters = 15, global sample size =
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Figure 5: Qualit y vs. priv acy for A-Gaussian . #fea-
tures/site=6  and global sample size = 5000.

elsis signi cantly greater than that in the individual models.
Further, the model quality shows an initial decreasewith in-
creasing feature correlation, but eventually improves. This
non-monotonic behavior probably arisesdue to the trade-o
between the problem dicult y and the amount of informa-
tion in a given number of samples. When the features are
uncorrelated, the amount of information per sample is the
highest, but the dicult y level of the problem is also high,
whereasfor highly correlated features, it is the opposite.

Quality vs. privacy. We also studied the trade-o be-
tween privacy, and the quality of the global model by vary-
ing the resolution of the local models, i.e., the number of
local clusters in this case. Figure 5 shows the variation of
the quality measuresand the average log-privacy with the
local model resolution. We note that as the local model res-
olution increases,the quality of global model improveswhile
the averagelog-privacy goesdown. In particular, the certral-
ized model corresponding to a complete loss of privacy has
the highest quality. However, due to the natural structure
in data, comparable quality can be obtained with much less
resolution and reasonably high privacy.

Quality vs. samplesize. The parametric model integra-
tion problem is basedon an approximation that is exact only
when the number of arti cial samplesused for learning the



Datasets #features #samples #classes/clusters #sites #F eatures/site #Samples/site
A-Gaussian 10 5000 15 5 2,6,10 1000
Mini-20-Newsgr oup | 1000 2000 20 5 600 400
Dermatolo gy 30 366 6 3 20 100
Table 1: Details of datasets
Dataset Problem Train-T est split Qualit y measure Algorithm Other P arams
A-Gaussian clustering - NMI, KL EM #lo cal clusters
(Diagonal Gaussians) 1,5,15,30,50
#global samples
[1,3,5,7,9]x1000
Mini-20-Newsgr  oup clustering NMI EM (VMF) #lo cal clusters
1,5,10,20,40
Dermatolo gy classi cation 300+66 ME Bayesian Indep endence
assumptions
Table 2: Details of experimen tal setup
Eouw =7 g o gz
E 0.44 % 55 é N g: s
o e s O EE T e e o U U S S
Global: o. Centralized: x. Ava-Local: + Number of local clusters Number of local clusters
Figure 6: Qualit y vs. global sample size for A- Figure 7: Performance on Mini-20Newsgr oup.
Gaussian . #features/site=6, #lo cal clusters=15

global model tends to 1 . Hence, we expect the global model
quality to improve with increasing samplesize. The variation
of the global model quality with respect to the global sample
size shown in Figure 6 supports this hypothesis. In particu-
lar, we observe that the quality of the global model steadily
increasesand approachesthat of the certralized model when
the global sample sizeis the sameasthe combined size of the
local data sources.

6.4 Resultsonrealdata

We also conducted experiments on somereal-life datasets
to demonstrate the e ectiv enessof our model integration
techniques for various typesof data and applications.

Clustering high dimensionaltext data. Figure 7 shows
the quality of the global model and the average log privacy
of the local models on the mini-20Newsgroup data for vary-
ing number of local clusters. We obsene that the global
model is better than even the best local model. Further, for
a reasonable number of clusters, the global model is almost
as good asthe certralized model, while ensuring a high level
of privacy.

Classi cationof discretemedicaldata. The Dermatology
dataset consists of discrete clinical attributes that are rele-
vant for diagnosing skin diseasesand hence, classi cation is
the most relevant learning task in this case. To accommo-
date the large number of attributes, we assume conditional
independence of features (Naive Bayes) or sets of features
(Partial Conditional Independen®) given the class. Table 3
shows the classi cation results. The ensenble model is based

on averaging the class posteriors of the local models. When
there is no compression, the centralized model is identical to
the global model since both the models are based on iden-
tical conditional independenceassumptions, which make the
extra information available to the certralized model redun-
dant. As before, there is a trade-o between the privacy of
the local models and the quality of the global model.

7. RELATED WORK

Our work is primarily related to four main areas: dis-
tributed learning, privacy preserving data mining, informa-
tion theory and iterativ e algorithms. In particular, the prob-
lem involvesdistributed learning in a privacy-preserving set-
ting while the mathematical formulation is basedon information-
theoretic ideas such as maximum likelihood and maximum
entropy and the proposed solutions are based on iterativ e
optimization techniques.

As mentioned earlier, there has beena lot of work on dis-
tributed learning techniques. However, most of these tech-
niques [20, 10, 19] focus only on horizontally or vertically
partitioned data. The work in [17] considers heterogeneous
data sources, but is mainly focused on obtaining general-
ization error bounds for the distributed classi cation task.
In the current work, we propose a distributed model-based
learning framework that can simultaneously addressa num-
ber of learning tasks such as classi cation, clustering, learn-
ing Bayesian networks, etc., and is applicable to a wide range
of distributed scenarios where there are no restrictions on
the features available at ead site. Further, unlike someear-
lier parametric model combining techniques [7] that are re-
stricted to vector data, our framework is basedon generative
models and applies to a wide range of complex data types
encourtered in data mining.



Setting Misclassi cation Error Avg. Log-priv acy
Global Cen tralized Ensem ble Avg. Lo cal

Naiv e Bayes 12.18% 10.61% 18.76% 16.93% 10.5093

(with compression) 1:54% 1:06% 2:26% 1:72% 0:5866

Naiv e Bayes 10.61 % 10.61% 14.45% 14.64% 8.6068
1:54% 1:54% 1:41% 1:37% 0:5178

Partial conditional 9.78% 9.78% 14.87% 14.13% 8.2260

(indep endence) 1:23% 1:23% 1:20% 1:34% 0:3704

Table 3: Classication performance on Dermatology.

In the recernt years, there has been considerable work on
privacy-preserving distributed data mining techniques A sur-
vey of these techniques can be found in [8]. Of these, ran-
dom perturbation based techniques[2] are limited to vector
data and there are no theoretical guarantees on the achieved
privacy [11]. In contrast, secure multi-part y computation
based techniques [14, 20] do not often capture the privacy
requirements of real-life scenariosand also involve high com-
putational and communication costs. Our current work ex-
tends the framework proposedin [16], which is basedon an
information-theoretic notion of privacy and involves sharing
only parametric modelsthat satisfy the privacy requirements
at ead site. The main benet of our approach is scalability
and modularit y, which makesit amenable to other privacy-
preserving transformations such as data swapping, etc.

Our formulation of the model integration problem is based
on the maximum likelihood and the maximum entropy prin-
ciples, which are known to have applications in a wide range
of domains [4, 5]. For discrete domains, the KL-pro jection
problem is closely related to inverse problems in positron
emission tomography [3, 18] highlighting the fact that the
model integration problem can also be viewed asreconstruct-
ing the original distribution from noisy partial views. A sim-
ilar projection problem arises in linear multi-v ariate logis-
tic regressionbased on multinomial or Poissonmodels [12].
However, the order of the arguments g and Ap is reversed
in this case,requiring a completely di eren t solution for this
case. The solution to the maximum entropy problem is based
on iterativ e projection methods [3] developed for optimiz-
ing convex objectiv e functions assaiated with Bregman loss
functions and in particular, KL-div ergence. [3] describes a
number of these techniques such as Bregman's row action
method, MAR T, SMART, etc. For the KL-div ergencemini-
mization, we adopt the IRLS algorithm [9], which is known
to be computationally more e cien t, and has in past been
applied to problems such as multi-v ariate logistic regression.

8. CONCLUSION

We proposed a distributed learning framework based on
probabilistic models that takes into accourt privacy con-
straints, and is applicable to a large class of learning tasks,
and to general distributed settings involving diversescema.
In order to achieve this, we formulated the distributed model
integration problem using maximum likelihood and maxi-
mum entropy principles. We alsodeveloped e cien t solutions
for both discrete and contin uous domains, and specialized
algorithms for scenariosinvolving conditional independence
assumptions and hierarchically ordered sets. All our algo-
rithms require a computation time that is linear in the size
of the local models, thus making our approach scalable for
large datasets. Experimental evaluation of our algorithms
on various typesof data (both contin uous and discrete) indi-
catesthat high quality distributed learning can be performed
without much loss of privacy.

9. ACKNOWLEDGMENTS

We would like to acknowledge support from the NSF under
grants 11S-0307792and 11S-0312471.

10. REFERENCES

[1] D. Agrawal and C. C. Aggarwal. On the design and
quanti cation of privacy preserving data mining algorithms.
In PODS, pages 247{255, 2001.

[2] R. Agrawal and R. Srikant. Priv acy-preserving data mining.
In ACM SIGMOD , pages 439{450, 2000.

[3] Y. Censor and S. Zenios. Parallel Optimization: Theory,
Algorithms, and Applic ations. Oxford Univ. Press, 1998.

[4] T. M. Cover and J. A. Thomas. Elements of Information
Theory. Wiley, 1991.

[5] I. Csiszar. Why least squares and maximum entropy? An
axiomatic approach to inference for linear inverse problems.
Annals of Stat., 19(4):2032{2066, 1991.

[6] A. Evmievski, R. Srikant, R. Agrawal, and J. Gehrke.
Priv acy preserving mining of asscciation rules. In KDD ,
pages 217{228, 2002.

[7] U. M. Fayyad, C. Reina, and P. S. Bradley. Initialization of
iterativ e re nement clustering algorithms. In ICML , pages
194{198, 1998.

[8] J. Gehrke. Special issue on privacy and security. SIGKDD
Explorations, 4(2), 2002.

[9] P. J. Green. lterativ ely re-weighted least squares for
maxim um lik elihood estimation. Journal of Royal Statistic al
saciety B, 46:149{192, 1984.

[10] E. Johnson and H. Kargupta. Collectiv e, hierarchical
clustering from distributed, heterogeneousdata. In
Large-Sale Parallel KDD Systems, LNCS, 1999.

[11] H. Kargupta, S.Dutta, Q. Wang, and K. Sivakumar. On
priv acy-preserving prop erties of random data perturbation
techniques. In ICDM , pages 99{107, 2003.

[12] J. Kivinen and M. K. Warmuth. Relativ e loss bounds for
multidimensional regression problems. Machine Learning,
45:301{329, 2001.

[13] K. Lang. 20 newsgroup data.
http://kdd.ics.uci.edu/databases/20newsgroups.h  tml.

[14] Y. Lindell and B. Pinkas. Priv acy preserving data mining.
Journal of cryptolo gy, 15(3):177{206, 2002.

[15] S. Merugu and J. Ghosh. A distributed learning framework
based on probabilistic models. Technical report, Univ ersity
of Texas at Austin, Feb 2005.

[16] S. Merugu and J. Ghosh. A privacy sensitive approach to
distributed clustering. Pattern Recognition Letters,
26:399{410, 2005.

[17] J. G. S. Ben-David and R.Schuller. A theoretical framework
for learning from a pool of disparate data sources.In KDD ,
pages 443{449, 2002.

[18] L. A. Shepp and Y.V ardi. Maxim um lik elihood
reconstruction for emission tomography. IEEE Transactions
on medical imaging, 1:113{122, 1982.

[19] A. Strehl and J. Ghosh. Cluster ensenbles { a knowledge
reuse framework for combining partitionings. JMLR , pages
3:583{617, 2002.

[20] J. Vaidya and C. Clifton. Privacy preserving clustering on
vertically partitioned data. In KDD , pages 206{215, 2003.

[21] A. C. Yao. How to generate and exchange secrets. In FOCS,
pages 162{167, 1986.



